Dear WGAPE readers, 

The attached article is based on a pilot study that I conducted a few months ago. The full study will form a key part of my dissertation. Therefore, though you may have comments about the write-up, I am particularly interested in getting feedback on the test design itself. Such as: 

1) First, are there problems with the test that need fixing? 

2) How might I limit the enumerator effects I am seeing?

3) Are there other ways to make the survey more effective? To increase the data I can collect in a given amount of time/money? 

4) Are there controls I need to add to the background survey? Or a few controls that I could add that would allow me to answer new questions with the data? 

5) What should my priority for when I go back – just maximizing the size of the current sample? Oversampling particular groups? Expanding to rural areas? 

6) If I expand to rural areas, where populations are more homogenous, I will have a hard time creating non-co-ethnic candidates who would plausibly have a record of bringing things into the area. Suggestions? 

Thanks!

Liz 
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In this paper, I present the results of a pilot survey experiment in Kampala, Uganda designed to assess whether a candidate’s ethnicity or qualifications are fundamentally more important to voters. I force respondents to choose between two imaginary presidential candidates, one of whom is the respondent’s co-ethnic, but not particularly well-qualified, and one who is obviously more competent, but not a co-ethnic. I find that some groups of voters prioritize ethnicity and others prioritize quality. More importantly, there are systematic differences between the two. Those who are already receiving, or who are in need of, ethnic patronage are more likely to prefer a co-ethnic, whereas those who are already relatively successful in the economy prefer a candidate with a solid development record. This suggests that hypotheses that posit blind ethnic loyalty among African voters are wrong; rather rational calculations about future benefits drive ethnic voting. 
In the popular literature, and in fact much of the scholarly literature, it is assumed that Africans vote ethnically. There certainly seems to be evidence of this. Election returns from countries throughout the continent – Kenya, Ghana, South Africa, Benin – confirm that candidates often receive overwhelming electoral support from members of their own group. What we do not know from these results is how voters arrived at their decision to support their co-ethnic. Are these voters voting emotionally, getting what Chandra (2004) calls “psychic benefits” from seeing a co-ethnic in power? Or are they selecting a co-ethnic because they believe it is the best way of maximize their share of government resources? Do voters merely prefer a co-ethnic given a pool of equally qualified candidates – or are they willing to compromise quality get a co-ethnic in power? In other words, how prominently do candidates’ ethnicities figure into voters’ utility functions?  
These questions are relevant because voters’ preferences affect the incentives facing politicians who are attempting to win their votes. Banerjee and Pande (2007) have found that as elections in India become more ethnically polarized, the quality of elected candidates declines, even leading to the election of candidates with criminal records; not surprisingly, the quality of public goods provided by these politicians also decreases. Similarly, Dowd and Dreissen (2008) find that in Africa, as ethnicity becomes more strongly correlated with vote choice, democratic indicators decline and the public reports less satisfaction with government outputs. More generally, if voters are willing to overlook all characteristics but ethnicity, politicians face almost no incentive to avoid predation and provide development. There are also implications for equity: if different groups demand different things from a given politician in exchange for their vote, we should expect to see this reflected in the way that government treats these various groups.
Recently, there has been an increase in the amount of work being done on the relative importance of ethnicity to African voters’ motivations. Bratton et al (2004) find that, throughout the continent, evaluations of incumbent performance are the primary determinant of vote choice; however, in a majority of countries in the Afrobarometer survey, ethnicity remains a significant predictor of vote choice even after controlling for these evaluations. Ferree (2004) finds in South Africa voters do not vote expressively, but instead use ethnicity as an information shortcut to predicting how “inclusive” the party is, and therefore, how likely their group is to fare under the party.  However, both surveys compare voting outcomes to respondents’ own evaluations of the various candidates and parties, which are likely to be endogenous; it is reasonable to suspect that voters’ assessments of these candidates are shaped by the whether they already support the party, which may itself of a product of the party’s ethnic affiliation. 
I conduct a survey experiment designed to directly test the relative of ethnicity to Ugandan voters when candidate quality is exogenously determined. I force respondents to choose directly between a candidate with good qualifications and an impressive record, but who is not of their ethnicity, and a co-ethnic candidate who is undeniably of lower quality. Though sampling error precludes an exact estimate of the size of each bloc, I find that among Kampalan voters, there are both those who prioritize quality and those who prioritize ethnicity. The types of respondents who prioritize each one are not the same. Those respondents who are already receiving the benefits of ethnic patronage, and those who need jobs were more likely to select a co-ethnic candidate at the expense of a quality one. Those who are already part of the paid economy, on the other hand, were more likely to want a higher-quality politician with a record of successful development. This is true even when I control for education. This suggests that, contrary to popular opinion, ethnic voting is not automatic in Africa and is primarily explained by rational calculations about future benefits. African leaders cannot rely on their ethnicity to bring in votes, and will need to provide patronage, development, or both, in order to win elections
. 
I will begin by describing some salient characteristics of Ugandan politics and present two models of ethnic voting, which I will test. I will then describe the survey experiment and the results. 
Ugandan Politics and Voters

Uganda displays many of the traits typically associated with African governments. Decision-making is highly concentrated in the executive, Yoweri Museveni, who has been in power since 1986. The legislature, though it contains a number of opposition MPs, primarily serves a rubber-stamp function; Museveni openly bribes MPs in order to get his preferred policies passed. Parties are underdeveloped, multi-party competition having been only made legal in recent years. What parties there are tend to form around particular candidates; parties exercise almost no constraint on the behavior of their candidates and have no particularly defined ideologies. Therefore, presidential candidates, as individuals, are particularly important as signals of future policies and distributive decisions. 
In picking their candidates, Ugandan voters certainly do appear to consider ethnicity. Though Museveni pulls in a majority in five of the seven regions of the country, it is his home regions of the West and Southwest where he polls best. In both Mbarara District, where Banyankole make up 75% of the population and Bushenyi District, where they are 85%, he pulled in 76% of the votes in the 2006 election. The Northern districts, on the other hand, Museveni pulls in consistent minorities, sometimes less than ten percent of the vote.  In a more systematic analysis, Bratton et al (2004) have found that, in previous Ugandan elections, ethnic affinity with a candidate is a significant predictor of voters’ selection of that candidate, even after policy evaluations are controlled for. 
Theories of Voting
What accounts for the patterns of voting we see in Uganda, or more specifically the pattern of apparent ethnic loyalty among voters? Karen Ferree has carefully outlined the various theories of voting that might result in the patterns of apparently ethnic voting in South Africa. First, there may in fact be blind ethnic voting, where voters select the co-ethnic candidates regardless of their policy positions. Second, she suggests that voters vote purely along policy lines, and share the policy positions of only their co-ethnic candidates. Finally, she suggests that voters use ethnicity as an information shortcut to assess the likelihood that the parties’ future policies will favor their group, and by extension, them. In a recent paper, Bratton and Kimenyi (2008) borrow the same theoretical constructs in regards to Kenya. To the catalogue of voter motivations, however, they add “defensive” ethnic voting; they argue that Kenyans who vote ethnically do so because they fear that members of other ethnicities who get into power will discriminate against them. 
I suggest another variation on voters’ considerations and that is the provision of development goods. I believe that this of greater concern to voters than pure public policy for a number of reasons. First, as Ferree finds in South Africa, commenters on Uganda frequently note that there is very little policy difference between candidates in Uganda. Second, Wantechekon (2003) has found that promises of local goods increase support for a candidate more than do broad policy platforms. Third, in focus groups I conducted before beginning my survey, I asked respondents what a good president would do. Almost all the groups mentioned something about the provision of goods: social services, transportation networks and “development” in general. No group mentioned anything about the sorts of national policies – such as government reforms and macro-economic performance – that Bratton and Kimenyi include in their measures of voters’ policy evaluations. 
There are two means through which voter might expect to receive increased development goods from a candidate. The first is through competent governance that results in a larger “national pie”: good policies lead to better growth, which leads to more resources to go around. The second is through ethnic targeting, which, though the total pie might not grow, means that the president’s co-ethnics can expect to see a larger piece. If this type of patronage is expected and important to voters, we should still expect to see a propensity for ethnic voting, even in the absence of ethnic loyalty. Though I emphasize goods rather than broader policies, this second hypothesis is very similar to that of Ferree and Bratton and Kimenyi: in these formulations, a candidate’s ethnicity is primarily a signal about the likelihood of future benefits. 


This study seeks to adjudicate between two hypotheses of ethnic voting, one that suggests that ethnic voting patterns are driven by expressive ethnic loyalty and one that explains ethnic voting in terms of voters’ rational desire for future goods. I force respondents to choose between an unimpressive co-ethnic candidate and a non-co-ethnic who was clearly more qualified to bring development. If voters select their candidates based on blind ethnic loyalty, the incompetence of their co-ethnic candidate should not concern them; the co-ethnic candidate should always win and there should not be a significant difference in vote shares of qualified and unqualified co-ethnic candidate. Unfortunately from the point of view of test, this is also the same pattern we would expect to see if voters were basing their votes on future benefits, but were concerned only with maximizing ethnic patronage. However, to the extent that there is variation among voters about their expectations and desire for ethnic patronage – or at least their desire for patronage at the expense of general development – rational voting should produce variations in voters’ selections. Those who do not need or expect patronage should prefer the high-quality candidate, since this maximizes their chances of receiving goods from the national pot. On the other hand, those who are dependent on patronage should be more likely to vote in a co-ethnic, regardless of his quality. 
This is precisely what I find. Both co-ethnicity and quality increase a candidate’s vote share. However, I find that those who already receive ethnic patronage and those who need jobs are more inclined to prefer ethnicity over quality. On the other hand, those who already have jobs, and who are from groups that have not received patronage in recent memory, are more likely to prefer a quality candidate over a co-ethnic. The fact of systemic variation in itself challenges the idea that ethnicity is the predominant consideration for African voters. 
Methodology

The goal of this study was to determine whether voters ultimately prefer a presidential candidate who is of high quality or one who is of their ethnicity. To be effective as an experiment, the survey had to prompt respondents to react as if they had been presented with two actual candidates. Therefore I needed to create candidates who were neither excessively idealized nor so incompetent as to be implausible. At the same time, however, each candidate had to be unambiguously perceived as either well-qualified or not. To increase my chances of creating appropriate candidates, I first conducted seven focus groups, which I used to identify candidate characteristics that are universally seen as positive, as well any characteristics that would make a candidate completely unelectable. I then used these characteristics to create short “biographies” of four candidates – two high-quality and two mediocre. I surveyed 240 individuals, asking each respondent to choose between one randomly selected pair of these candidates; the ethnicities of the candidates were inserted at the time of the interview based on the respondent’s own ethnicity.

Focus groups 

The main challenge in implementing the experiment was creating four candidates who were all plausible but who would reliably be perceived as either high- or low-quality. In order to confirm what candidate qualities are universally perceived as positive or negative, I conducted focus groups on what qualities voters seek in a candidate. The focus groups took place in seven randomly-selected residential neighborhoods throughout the city. In each neighborhood, enumerators gathered a group of five people, with a goal of bringing in a mix of ages and genders. On average, the respondents were fairly young (with an average of approximately 30, also the median of the survey sample) and male. 

The focus groups were loosely structured. First, groups were asked to give the qualities of an ideal candidate. I prompted explicitly about qualities that could be demonstrated objectively in a vignette, such as schooling, age and previous political experience. Then I presented the groups with descriptions of two candidates who each had a mixture of good and bad qualities and asked them to assess each one and choose one to vote for as a group. Between each focus group and the next, I changed the candidate descriptions based on the feedback from the previous group, in order to isolate the relative importance of various positive and negative characteristics. 

In the open-answer part of the meeting, all of the groups reported that they wanted someone educated. They all wanted someone who was known and had a clean record, and who would not discriminate or show tribal bias.  Somewhat surprisingly, all the groups desired someone from the “younger generation” between 40 and 50 years old – this was true even for most of the older respondents. All of the groups also wanted someone who would provide basic social services and infrastructure. Five of the seven groups wanted someone who could effectively conduct international business; this included being able to speak multiple languages. Four groups thought it was important for the president to be a traditional/religious “family man.” Three of the groups wanted someone with military training. Only three respondents out of 35 mentioned anything about their ideal candidate’s party affiliation
, and only one indicated that he would want to know where the candidate was from (i.e. his ethnicity.)

When they were presented with candidate descriptions, the groups revealed many more specifics about their preferences. Though the participants had maintained that the type of degree was not as important as an education per se, it became clear that degrees related to politics, such as economics or public policy, were preferred to degrees in subjects like English literature or the sciences. More education was better than less, but educational credentials from outside Uganda were received poorly, as evidence of a lack of faith in the Ugandan educational system. The biggest boost for any candidate came from a record of service: respondents preferred someone who had been responsible for the provision of roads, schools, etc. A positive record could overcome other potential shortcomings, such as having experience in only a minor local post (in fact, having been able to bring in services while in only a small post was seen as a very positive sign). On the other hand, previous corruption charges, even if they were acquitted, automatically took the candidate out of the running, regardless of his other positive qualities.  A military record impressed some respondents and made others wary, but no one refused to vote for an otherwise qualified candidate due to his military service. Finally, the respondents seemed to be swayed by candidates’ promises; several respondents indicated that they wanted to vote for a particular candidate because of what he said he was going to do. (Because of this, I randomly varied the platforms of the candidates in the field survey.)

By the final focus group, I had developed two candidates which were both considered high-quality by the respondents. The group was split evenly on which it preferred, indicating that neither one would be expected to outperform the other in the field survey. The high-quality candidates I used in the in the field were modeled after these candidates: both had master’s degrees in the social sciences and a record of providing public goods, one as an elected local official and one as a high-level bureaucrat. The two low quality candidates had bachelor’s degrees
 in fields unrelated to politics and, though they had public service experience, there was no record of any kind of service provision provided in their description. 

Realism vs. experimental control

Despite the effort that went in to their construction, the reader will note in Appendix 1 that the actual candidate descriptions used in the survey were quite brief. There would have been an obvious advantage in creating candidates with long descriptions. The candidates would have seemed less artificial and the experimental nature of the questions less obvious. Producing complex vignettes might have avoided priming respondents to give the more politically correct answer. However, with every new characteristic added to the candidates’ descriptions, there entered the chance that it would be divisive. This was the reason, for example, that I made all of the candidates male. In Uganda, as elsewhere, female politicians are less common than male ones: as of the 2001 election, 24% of legislators were women. More importantly, the election of women is politically charged, being the result of special gendered ballots and quota systems. Making my candidates female would have introduced an element of political opinion that was not part of my test. Additionally, I stayed away from religion. Some members of the focus group specifically wanted the candidates to be Born-Again Christian. However, Pentecostalism is not appealing to those who are not Pentecostal and is strongly associated with the incumbent regime.
 A candidate’s religion may therefore have proven an overriding consideration for some people, requiring an additional control and causing some high-quality candidates to be rejected for non-ethnic reasons. As it was, having the candidate’s age into the vignettes, as I explain later, caused a problem: though the focus groups seemed to think that youth was a universal positive, some older survey respondents saw the a low-quality candidate as high-quality because he was “old like me.”  The advantage of this test design is its experimental nature, but with every detail added to the vignettes, I lost some control over the experiment and, therefore, some power in my analysis. I therefore chose to limit the characteristics of the candidates to maximize my usefulness of my experiment. 
The Survey

The purpose of the survey was force respondents to choose between imaginary presidential candidates who varied in controlled ways, particularly in their quality and ethnicity. Variations among candidates were carefully assigned in order to isolate voters’ choices and motivations. 

Survey design

The survey instrument was in most senses fairly straightforward. Respondents were asked a short series of background questions on their age, ethnicity, political party, participation in the labor market, etc. They were then presented with descriptions of two candidates and asked to indicate which they preferred. About a third of these respondents were also asked to articulate why they had chosen the candidate they had.

Each survey was personalized for the respondent as it was delivered, requiring some (structured) improvisation on the part of the enumerators. Before it went to the field, each survey was assigned a pair of codes that told the enumerator which two candidate descriptions to read and in what order, which one of three types of development goods each candidate was promising, and which ethnicity to assign each candidate. Co-ethnic candidates were assigned the respondent’s ethnicity. Non-co-ethnic candidates were given one of four pre-selected ethnicities
, as long as it was not that of the respondent. To make it less obvious that we were asking respondents to choose between ethnicity and quality, the candidate’s actual ethnicity was not stated, but implied, by indicating that the candidate had been born in an area that is associated with a particular ethnicity.
  

Distribution of candidate pairings
The candidate pairing in which I was most interested was one in which a high-qualified candidate who not from the respondent’s ethnicity was matched with a co-ethnic candidate who was clearly less qualified; this pairing forced a choice between competence and ethnicity. Almost half of the respondents were therefore given a pairing of this type. The other half of the respondents were given one of several types of control pairings. In one group, both candidate choices were of the same quality, but one was the respondent’s co-ethnic and one was not: this served to test whether, all things being equal, respondents prefer to vote for their co-ethnics. In another pairing, both candidates were of the same ethnicity (either both were co-ethnic or neither were), but the quality differed; this served as a confirmation that my high-quality candidates were preferred to the low-quality candidates when ethnicity was not a consideration. 

Table 1. Surveys Represented by Each Type of Candidate Pairing
 
	Type of Pairing
	# of surveys
	% of sample

	High quality non-co-ethnic vs. low quality co-ethnic
	106
	44

	High quality co-ethnic v. low quality non-co-ethnic
	15
	6

	Both of same quality, one co-ethnic, one non-co-ethnic
	71
	30

	Both co-ethnic, one high quality, one low quality
	16
	7

	Both non-co-ethnic, one high quality, one low-quality
	32
	13


Sampling procedure

Respondents were selected using a geographic sampling method. Ten districts were selected at random from the Afrobarometer’s sampling districts in Kampala. From a landmark within the each district, the enumerators headed on foot in different directions, stopping at every fourth home. Each survey was pre-marked with the respondent’s gender
, and at the home, the enumerator asked for an eligible voter of that gender, requesting the head of household if he or she was available. See Table 2 for the actual characteristics of the sample. 

Table 2. Characteristics of Sample Population 
	Total respondents
	240

	Percent female
	57

	Median age
	30

	Percent Banyankole (president’s ethnic group)
	10

	Percent Baganda (largest ethnic group)

	45

	Median years of education
	10

	Percent with no formal education
	7

	Percent who completed secondary school
	26

	Percent in paid labor force
	60

	Percent of homes with glass windows
	43

	Percent of homes with permanent floor
	89

	Percent who voted in last presidential election
	59


Findings
The survey was conducted to assess whether Ugandan voters ultimately prioritize ethnicity or quality, and why. The results indicate that both co-ethnicity and quality are seen as advantages for candidates. They also permit us reject the hypothesis that Ugandan voters select their candidates based on blind ethnic loyalty: no matter how we slice the data, declining quality decreases support for co-ethnic candidates.

Control groups
There were four different types of candidate pairings in the experiment. The pairing which forms the crux of the study was the one in which high-quality, but non-co-ethnic, candidate is pitted against co-ethnic, but low-quality candidate. However, there are three other types of pairings which I used as controls. In the first, a high quality, co-ethnic candidate was paired with a low-quality non-co-ethnic candidate; we would expect all of the respondents to choose the high-quality co-ethnic candidate. A second pairing matched two co-ethnic or two non-co-ethnic candidates of different qualities. With no ethnic considerations, we would expect all respondents to choose the higher-quality candidate. Finally, a third group paired two candidates of the same quality, one of whom was a co-ethnic and one of whom was not. Given that there was no quality trade-off, we would expect respondents to prefer their co-ethnics. 

The control pairings were necessary for several reasons. First, the test was based on the assumption that voters value both quality and co-ethnicity: if either one doesn’t matter to start with, forcing a choice between them is meaningless. Second, the controls allowed me to check that the candidates I created were being intended as I perceived them to be – by holding ethnicity constant in some pairings, I could be sure that the candidates I intended to be high-quality are in fact preferred to the low-quality candidates. Finally, there is the issue of sampling error.  Expressing ethnic allegiance in politics is generally seen as rather unsophisticated and the concurrent ethnic conflict in Kenya certainly primed the issue
. Despite our attempts at subtlety, there were certainly respondents who were able to figure out what we were testing and give what they thought was the most politically appropriate response.
 Though some respondents freely admitted that they selected candidates because they were of the same tribe, there is evidence that others were self-censoring. My presence at a handful of interviews halved the number of co-ethnic responses in those interviews; another of my enumerators, for whatever reason
, also seemed to depress co-ethnic responses, particularly among Baganda respondents (on average, 45% of Baganda chose a co-ethnic, but only 15% of those interviewed by Kenneth did.) The control groups therefore help to establish the baseline for, not only how many respondents value co-ethnicity, but how many are willing to admit that they do. 

The first finding of the control groups is that a substantial portion of voters seem to select their candidates based on neither quality nor ethnicity. Though every respondent was offered a high-quality candidate, a co-ethnic candidate, or both, some 30% of control group respondents chose a low-quality, non-co-ethnic one.
 To some extent, this may have resulted from a problem with the vignettes: a few older survey respondents thought that the older candidates, meant to be lower-quality, were the more desirable. But there were also a large number of respondents who selected candidates based, not on their characteristics, but on their platform. Of the 71 respondents in the full sample asked to explain their choice of candidate, nineteen (28%) indicated that they chose the candidate because they liked or needed the services he was promising to improve.
 The interpretation of this result is simply that there will be a lot of noise in the results, which is not necessarily unexpected given the nearly infinite permutations of public opinion and the limited variables I am testing. The high level of noise makes any statistically significant findings all the more convincing.  
Making an exception for the noise, the first two control groups produced the expected outcomes. When given a choice of a candidate who was both high-quality and co-ethnic, fourteen of fifteen respondents, or 93% percent, choose him.  When ethnicity was held constant, 71% of respondents chose the higher-quality candidate. This confirms that the candidates intended to be higher-quality were seen as such. 

When quality was held constant, on the other hand ethnicity is not as good at predicting vote choice: only 54% of respondents picked the co-ethnic candidate when presented with candidates of similar quality. There is not a statistically significant difference in the numbers of those who did and did not choose their co-ethnic candidate; the latter group is only larger than the former by five respondents. Though the percentage of people choosing a co-ethnic does constitute a majority, it is a smaller majority than expected. This outcome, rather contrary to expectations, might reflect the fact that ethnicity is not as important to voters as is commonly thought. More likely, it means that some people who might prefer a co-ethnic candidate are not comfortable making this preference known. In all likelihood, the percent of voters who would select a co-ethnic in the privacy of the voting booth would be higher. 
Choosing between ethnicity and quality
The results of the control groups indicate that both ethnicity and quality matter to Ugandan voters. The findings of all the pairings confirm this and allow us to firmly reject the hypothesis that Ugandans as a whole vote for co-ethnics because of blind ethnic loyalty. I asked 106 respondents to choose directly between co-ethnicity and quality. Of these, 54% selected a high-quality candidate and 46% percent selected a co-ethnic one. When we compare this finding to the results of the control pairings, the impact of quality on votes becomes even clearer. Table 3 shows that the percent of voters willing to select a co-ethnic candidate falls precipitously as the relative quality of the non-co-ethnic challenger increases. 
Table 3: Rate of victory of co-ethnic candidates in various pairings

	Type of candidate pairing
	Percent of time co-ethnic candidate won

	High-quality CE vs. low-quality NCE
	93%

	High quality CE vs. high-quality NCE
	55%

	Low quality CE vs. low-quality NCE
	51%

	Low quality CE vs. high-quality NCE
	46%


Table 4 presents the percent of candidates of each type who won their pairing, irrespective of who they were paired with. The table shows that, given equal quality, the co-ethnic candidate is more likely to win. Given “equal” ethnicities, the higher-quality candidates triumph. Not surprisingly, the type of the candidate who receives the most support is a high-quality co-ethnic. No matter how voters select their candidates, this type of candidate benefits them. Again not surprisingly, the least popular was a non-co-ethnic, low-quality candidate: this candidate has little to offer. 
Table 4. Percentage of candidates winning from every category

	
	Hi-quality
	Low-quality
	Total by ethnicity

	Co-ethnic 
	67% 
	45%
	56%

	Non-co-ethnic
	55%
	33%
	55%

	Total by quality
	70%
	48%
	


The table also shows that Ugandan voters as a whole do not vote indeterminately for their co-ethnics. If this were the case, high-quality co-ethnics and low-quality co-ethnics would pull in the same percent of votes, which they do not: whereas high-quality co-ethnics won their pairings 67% of the time, low-quality co-ethnics only won 45% of time. Additionally, the overall “hit” that a candidate takes for being low-quality (a 22% decrease in the likelihood of winning) is far larger than the hit from being a non-co-ethnic (only a one percent change). Clearly, there are some number of voters who will turn away from a co-ethnic candidate if he is not qualified enough. As further evidence, of those asked to explain their vote, 56% indicated something about the candidates’ records, education or prior government experience. The most colorful quality-voter in the sample was an elderly woman who exclaimed in exasperation, “Who cares if he’s a Muganda, he’s no good!”
Because of sampling error and enumerator bias, we cannot know from these results the exact percentage of voters who prioritize quality. For example, removing Kenneth’s respondents from the sample (Table 5) increases the overall positive impact of co-ethnicity and decreases the negative impact of poor quality. This suggests that at least 5% of those who appear to be quality voters are selecting quality candidates disingenuously. What we know from the tables is that at least 45% of the sample is willing to admit supporting a co-ethnic candidate, even when he is low-quality, and the number is probably somewhat higher. This caps the percentage of quality-voters in Kampala at 54%; the real value of quality-voters is likely to be lower than this. 
Table 5. Percentage of candidates winning from every category, excluding Kenneth’s respondents

	
	High-quality
	Low-quality
	Total by ethnicity

	Co-ethnic 
	72%
	49%
	60%

	Non-co-ethnic
	48%
	39%
	51%

	Total by quality
	65%
	49%
	


Knowing that perhaps half of Ugandan voters will not automatically select a co-ethnic candidate, there still remains the puzzle of why the other half still will. From these tables alone, we cannot distinguish between our various hypotheses. Is the population merely split into two groups – those who blindly vote on ethnicity and those who do not? Or can the difference between these groups be explained in terms of different calculations about the expected benefits that arise from electing a co-ethnic? 
We can get more leverage on the motivation of co-ethnic voters by comparing the types of people who voted for a co-ethnic and those who sacrificed co-ethnicity for quality. The findings confirm that there is a systematic difference between the groups, and it that appears to be based on logical calculations about the future benefits that will accrue to them from each type of candidate. 
Who votes for ethnicity? 

To distinguish between “emotional” ethnic voting and rational ethnic voting, we need to be able to get at voters’ motivations for voting ethnically. We can get at this by investigating the differences between those who vote for co-ethnics and those who do not. If we know why some types of people select co-ethnics, then we can infer their motivations. 

Some examples of differences between ethnicity-voters and quality-voters are listed in Table 6. Fourteen percent more women than men, for example, were willing to vote ethnically: the difference is statistically significant at the 0.10 level. Members of the president’s ethnic group, the Banyankole, are more than twice as likely to vote for a co-ethnic as are members of any other group; this difference is significant at the 0.007 level. Those who have secondary educations and jobs are also far more likely to select the higher-quality candidate. A typical “ethnicity voter” is therefore a poorly-educated female Munyankole who keeps house. A “quality voter”, on the other hand, is a highly-educated non-Banyankole young male in the paid workforce.  I argue that people are choosing based on rational calculations about whether favoritism or good governance will help them more. 

Table 6. Respondent choices and characteristics

	
	Percent of Respondents Prioritizing Co-ethnicity over Quality in Presidential Candidate

	Male
	38%
	Female
	53%
	p = 0.10

	In paid labor force
	37%
	Unpaid/unemployed
	59%
	p = 0.02

	Primary education
	64%
	Secondary degree or higher
	20%
	p = 0.02

	Munyankole
	89%
	Not Munyankole
	43%
	p = 0.007

	Cand. promising jobs
	59%
	Cand. promising schools or roads
	41%
	p = 0.08


If the first hypothesis is true, and those who vote for their co-ethnics do so out of a sense of ethnic loyalty, we might expect to see that people who have a stronger social or emotional attachment to their ethnic group to be more likely to vote for their co-ethnic. I find some support for this. For example, women’s social networks are more kin-based than men’s (citation) and among Afrobarometer respondents, are significantly, if slightly, more likely to list their ethnic group as their primary identity. I find accordingly that women are more likely to choose an ethnic candidate than are men. A more interesting finding is the correlation between education and vote preference. We would expect that preference for quality would increase monotonically with education. This is mostly what I find. However, I also find that those with no education are less likely to select a co-ethnic candidate than those with primary education (half of those with no education chose the co-ethnic candidate, while 64% of those with primary education did). A possible explanation is the fact that ethnicity is a focus of grade school. Primary school classes are conducted in the local languages rather than English and the curriculum includes instruction about the various ethnic groups. Those with no education are not sensitized to their ethnic identity in this way. This suggests that ethnic consciousness does play a role in voting. As I will show later, however, the effect of these influences disappears when added into a model that contains economic considerations.

The second hypothesis is that people select a co-ethnic candidate when there is reason to think that ethnic favoritism is more beneficial to them than the potential returns from good governance: we would expect those who rely on patronage to prefer a co-ethnic leader. The data also provide evidence of this.  Not surprisingly, those who are already the recipients of patronage support its continuation. The president’s ethnic group, the Banyankole, who are currently recipients of a good deal of ethnic patronage
 and who could presumably face reprisals if a non-co-ethnic were elected, have by the far the highest preference for a co-ethic candidate of any ethnic group.
 Those from the Western region in general, who have experienced some “trickle down” favoritism at the hands of the current regime, are also more likely to vote for a co-ethnic than are respondents from other regions (57% to 41% preferring co-ethnic candidates).

More telling is that those without jobs are significantly more likely to prefer a co-ethnic candidate, particularly when they are unskilled, and particularly when they are male
. Moreover, preference for co-ethnic candidates was highest among all groups when the candidate was promising jobs, rather than the less targetable goods of roads or schools. Importantly, a candidate does not have to be competent to credibly promise jobs; there are patronage jobs that come with the office of the president regardless of the effectiveness of the officeholder. Those who need jobs, particularly if they have no marketable skills, could reasonably believe that they better off relying on patronage than trying their luck in the open market, even if the economy is growing; since a competent candidate is not necessary for patronage, they are willing to sacrifice candidate quality. Conversely, those with paying jobs who do not need patronage but who do have a stake in development are more likely to prefer a high-quality candidate over a co-ethnic one. Those with highly skilled jobs – those whose jobs are most secure – care the least about the ethnicity of the candidate (32% of professionals prefer a co-ethnic, as opposed to 50% of all other groups.) 

The welfare-maximization hypothesis is further supported by the results of a logit analysis. Entering all of the variables that appear to matter in bi-variate comparisons, I find that, besides enumerator effects, only two factors remain robustly significant: being a Munyankole and having a paid job. A jobs platform is also a borderline significant ( p <0.1) determinant of co-ethnic support in all models. Other potential determinants, such as age, wealth or education, are not significant. Having a paying job has a large negative effect on the tendency to vote ethnically. When all other variables in Model One are set to their means, having a paying job reduces the likelihood of ethnic voting by 25 percentage points.  This supports the conclusion that to these voters, general development is more important that patronage. Being a Munyankole has huge effect, increasing the likelihood of ethnic voting by 57 percentage points! The Banyankole, who have received benefits from Museveni for years, clearly have a strong incentive to keep a Munyankole in power.
 

Table 7. Prioritizing Ethnicity

	
	Model One
	Model Two
	Model Three

	Age
	
	0.035

(0.024)
	0.032

(0.024)

	Gender
	
	0.619

(0.493)
	0.574

(0.499)

	Window material

	
	0.075
(0.197)
	0.121

(0.203)

	Respondent is Banyankole
	2.684**

(1.143)
	2.783**

(1.192)
	2.837*

(1.223)

	Respondent has paying job
	-1.130**

(0.455)
	-1.033* (0.496)
	-1.027*

(0.502)

	Candidate promising to increase jobs
	0.829†

(0.487)
	0.909†

(0.522)
	0.852†

(0.529)

	Respondent completed primary school
	
	
	0.432

(1.019)

	Respondent has some secondary school
	
	
	-0.214

(0.964)

	Respondent has secondary degree or higher
	-1.587

(1.038)
	-1.797†

(1.083)
	-1.905

(1.418)

	Enumerator = Kenneth
	-1.011*

(0.496)
	-1.180*

(0.521)
	-1.180*

(0.523)

	Const
	0.443

(0.375)
	-1.179

(0.989)
	-1.129

(1.331)

	Pseudo R
	0.147
	0.195
	0.204

	N
	106
	106
	106


Dependent variable is dummy given value one when respondent chose co-ethnic candidate over high-quality one.
† p <= 0.10 * p <= 0.05 ** p<= 0.01 *** p <= 0.001 
Conclusion 

The study I present here allows us to make distinctions between theories of ethnic voting. The results confirm that rational calculations about future benefits are a stronger explanation for ethnic voting patterns than is blind ethnic loyalty. When I forced respondents to choose directly between quality and co-ethnicity in a presidential candidate, respondents were split fairly evenly between those who prioritized ethnicity and those who prioritized quality. However, which characteristic voters prioritized was shaped by their economic circumstances. Those without jobs or who are already benefiting from patronage select co-ethnic candidates at a much higher rate than do others. Those who already have paid jobs, on the other hand, prefer high quality candidates; they become even more likely to select quality candidates when the candidate is promising schools, roads or other development for which political competence is important. Contrary to public opinion, ethnicity is not the only consideration of African voters, and many are not willing to compromise on quality in order to see a co-ethnic in power. Those who do not already receive patronage are also far less likely to support a co-ethnic than those who do. This suggests that African voters do demand something of their politicians, even the co-ethnic ones, and that ethnic voting should not be taken for granted by either politicians or scholars. 
Appendix One

Candidate descriptions

High-quality 1

Candidate is 46 years old. He was born in __(hometown)____. He has a master’s degree in Economics. He has served as LCII chairman for nine years, during which time the main road in the LCII was paved and one public school was built. 

High-quality 2

Candidate is 48 years old. He was born in ____________. He has a master’s degree in Public Policy. He served as a military officer for six years. Now he works for the Ministry of Works and Transportation and is responsible for extending new water pipes to eight zones in Kampala.

Low-quality 1

Candidate is 68 years old. He was born in __________. He has a degree in Biology. He is a businessman and has been LCI chairman for two years.

Low-quality 2

Candidate is 69 years old. He was born in _________. He has a degree in English Literature. He has worked for the Ministry of Education and Sports for seventeen years. 

Platforms (randomly assigned)
Ending 1

He promises to encourage new industry and produce jobs.

Ending 2

He promises to build more public schools and hospitals

Ending 3

He promises to build more roads and improve public transport.

� I assume, of course, that elections are relatively fair and that policy, not violence, is the primary means of voter persuasion. 


� This may indicate that parties are not as important to voters as individual candidates, or this may be the residue of decades of no-party democracy. 


� This is the least education a candidate could have, as a college degree is a constitutionally mandated qualification for a presidential candidate.


� The president and his family attend Kampala Pentecostal Church, and the first lady is one of its most public supporters. 


� These four ethnicities were Baganda, Alur, Bakiga and Basoga. Each group is from a different region of the country and they vary in size from 3% to 16% of the population. No group was so small or remote, however, that respondents from Kampala would be unfamiliar with it; I picked only those groups which my focus group respondents recognized without hesitation.


� The home districts associated with various ethnicities are common knowledge. My enumerators were able to list an unequivocal “hometown” for the 30 largest Ugandan ethnicities in about five minutes. 


� The intended distribution was somewhat different than this, with a few more surveys in the first category. However, mistakes on the part of my enumerators forced some surveys into other categories.


� Knowing that women were the most likely to be available at their homes during the day, I pre-set the gender ratio of the sample at approximately 60% female. I did this to ensure that my enumerators would not spend too much time simply seeking appropriate respondents. 


� Though they are the largest group, the Baganda are not this well represented nation-wide. They are only 19% of the Ugandan population as a whole. However, Kampala is located in the traditional Baganda kingdom, so they are over-represented in the city.


� During the study period, there were regular editorials in the various daily newspapers denouncing ethnic favoritism in Uganda and predicting Kenya-like outcomes if nothing changed. There were calls for resignation of several key elites and President Museveni published a (remarkably lengthy) article defending himself against the charges of favoritism leveled at him in the opposition paper.


� One respondent first indicated that she had selected the candidate who was from her home town. Then she stopped, and said that actually tribe didn’t matter and that she preferred him because he was promising to build schools and hospitals, which would be “good for the whole society.” It is reasonable suspect that she changed her answer in order to appear more enlightened to the enumerator.


� Though there may have been any number of reasons for this enumerator effect, it is likely that the issue stems from the fact that Kenneth was the only one my enumerators from a Northern ethnic group. If respondents were able to identify him as Northern from appearance or accent, then he may have been perceived as an outsider, just as I was. 


� This 30%, of course, are merely the voters who we observe having voting for reasons other than those being tested. We should expect that a similar number of voters also voted for unknown reasons but happened to pick a co-ethnic or high-quality voters. The number of respondents who vote “randomly” may be as high as 60% of the sample. 


� Another four respondents indicated that they liked his promise and then gave further information as to why they thought his promises were credible: either because he had already delivered services or because he was a tribesman.


� Carlson (2007) has found that Afrobarometer respondents in strongly Banyankole districts report significantly fewer shortages of school and medical personnel and supplies. Moreover, it is generally believed that Museveni favors his co-ethnics with jobs, and indeed the bulk of his cabinet hails from the Southwest of the country. One respondent in the focus groups even refused to vote a candidate who was a high official with a jobs platform, because if he was a high official, he was a Munyankole, and if was a Munyankole, he would only be giving jobs to Banyankole. 


� None of the four candidate profiles resembled Museveni, so we can rule out preference simply for the incumbent regime. 


� Among men, 67% who did not have a job preferred the co-ethnic candidate. Only 25% of professional men did. This general pattern also holds when we control for education.


� Reportedly, in one district in the Southwest, Museveni’s supporters drove though town chanting “Our man, no change!” after his victory in 2001.


� Window material has been shown to be a reliable indicator of wealth. The poorest have no windows, the next most affluent have open windows with no shutters, then open windows with wooden or metal shutters, and finally, windows with metal frames and glass panes.
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